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HHS offers no provable, permanent, easily repeatable 
de- identification guidance under HIPAA, leading to a 
lack of quality training data for AI models

Expert Determination
▪ Expert applies statistical or 

scientific principles according to 
their judgement

▪ Expert must determine there is a 
very small risk of re-identification

▪ Documentation of entire process

Safe Harbor
▪ Removal of 18 identifiers: SSN, 

name, phone & fax #, location, 
email, license plate, IP address…

▪ No actual knowledge that any 
remaining information can be used 
to re-identify individuals



▪ Demographics, zip codes are high-risk characteristics for re-
identification; 50% of the U.S. residents can be identified through DOB, sex, 
and zip code

Lack of formal guidance → removal of additional 
identifiers to avoid risk of re- identification

Image Credit: HHS Methods of De-Identification for PHI

▪ Demographics, zip codes, age, sex are necessary characteristics
to audit AI models for bias, accuracy, and generalizability



Lack of quality data → significant underperformance 
in radiology AI models
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▪ 81% of radiology AI systems lost 
accuracy when tested in external 
institutions

▪ 33% of public imaging datasets 
don’t contain age of patients

▪ Sex imbalance in datasets perform 
significantly worse on the 
underrepresented sex



▪ DP is a scientific framework for preserving individuals’ privacy in datasets
▪ Adds small, calibrated statistical noise to data before release

Differential privacy (DP) as a solution

▪ Federally Proven: used in 2020 Census 

▪ Safe: deployed by Google (2014) and Apple 
(2017) on real user data 

▪ NIST: “assurances [of low re-identification 
risk] frequently cannot be made unless 
formal privacy techniques (e.g.,  differential 
privacy) are employed.”



▪ Mathematically provable: gives a formal, quantifiable guarantee that 
traditional de-identification methods lack 

▪ Permanent: holds against future, unknown attacks

▪ Repeatable: with a recognized guidance, DP can be applied to structured 
fields consistently and efficiently

▪ Auditable: regulators gain a verifiable privacy guarantee

Why differential privacy?



Recommendations

HHS Office for Civil Rights:

▪ Issue official guidance 
recognizing differential privacy 
under the current methods of 
de-identification

▪ Establish a standard for its 
use; acceptable settings, 
documentation, and 
safeguards for small groups

FDA:

▪ Formally accept differentially 
private data as evidence for 
representativeness and bias 
audits



▪ “Noise ruins the data’s utility”

Objections

DP preserves clinically acceptable 
performance, most reliably in imaging; 
noise is added to demographic fields, 
not the image itself 

▪ “Underrepresented populations 
are harmed by noise”

▪ “DP can already be used under 
Expert Determination”

Minimum sample sizes can be built into 
the framework; DP makes absence of 
a population measurable

Must be done individually, every time; 
a recognized standard makes it 
repeatable, auditable, and accessible



QUESTIONS?
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